Martin Belam “How the Guardian’s custom CMS & API helped take content strategy to a traditional publisher”
 
 
Digital publishing has radically changed many businesses, not least of all the newspaper industry. Take our old content life-cycle, which essentially went something like 1) Write newspaper 2) Print newspaper 3) Wrap fish‘n’chips in the newspaper.

Well, OK, that is a gross over-simplification for comedic effect.

I forgot a couple of key points. At the chipwrapper stage, you have to remember to deposit a copy with a copyright library like the British Library. And with our own library too, since the Guardian is one of the few global newspapers that still has a library with books and researchers and librarians and stuff.

And there are some changes at the print stage too. You have to send the front page in advance to people like @suttonnick who publishes a #tomorrowsnewspaperstoday stream on Twitter. And publish it all to the web.

I’ve also missed out quite a few steps at the writing stage - including commissioning, subbing, layout, scrubbing half the edition because Murdoch has just been hit with a pie in the face and having to start all over, re-subbing it, checking with legal, clearing image rights and so on and so on.

Along the way I casually slipped in the phrase “and publish it all to the web”. And that is what has changed.

I don’t just mean web, though, do I? Yesterday Karen McGrane referenced “the splinternet” and talked about the proliferation of devices, screen sizes and resolutions that we now publish content to. For the Guardian this means our award-winning iPhone app, our m.guardian mobile optimised website, our desktop site, and the promise of much more to come including an iPad edition, and apps for Android and Windows 7 phones.

Not all content can be used everywhere. The refusal of Apple to run Flash on their iOS devices means businesses have been forced to choose between packaging content up in SWFs that can be reliably displayed pretty much anywhere except on the iDevices, or to go down the route of HTML5, which still has patchy and inconsistent browser support. Some interactives on the Guardian website render with a limp one line apology.

It is important to get these things right. Publishing a story on the web that says “(see diagram right)”, when the actual diagram hasn’t made it through the web production process sends out a message to your users that you are publishing for the convenience of your systems, not for the convenience of the format they are trying to view it on.

No longer a “one day” game

One of the biggest changes to hit newspapers is that publishing is no longer a one-off one day event. Content on the web tends to hang around for a lot longer. At the Guardian we still have our Euro2000 site up and running from eleven years ago. I think it is great that this content, and the graphical style of the web that went with it, is still available.

But...it means we still have to keep running some legacy servers and CMS code just to keep those pages available. At some point we have to bite the bullet to migrate or kill the content. And as Lisa Welchman said yesterday: “We all know that web content servers are things that you put stuff on. You never take it off.”

If that longevity provides a new overhead for our content business, then it also provides new opportunities. We have recently launched a series of ebooks called “Guardian Shorts”. The aim is to create short anthologies of news content around topical events, repurposed from the paper, and then sold on Kindles and in the iBookstore for between £1.99 and £3.99. Our first title - “Phone hacking - How the Guardian broke the story” - very quickly made it into the best-selling list of politics books on the Kindle store, and we promote it alongside our coverage of the scandal. It is potentially part of a business model where the long tail value of our content helps to subsidise the creation.

The series also exposes some of the limitations of the news medium as content though. I am editing a couple of titles for the series myself, and I find myself repeatedly scoring out from the manuscript the same establishing paragraphs over and over and over and over again. Written for consumption in the print newspaper, the author has to assume that the reader has little prior knowledge of a person or story, and that they have no reference material to hand. Online, hyperlinks ought to render that repetition unnecessary, providing background information when the individual reader needs it, not the “one-size-fits-all” approach of print.

Shine a light on the dark corners of your website

In the newspaper you would traditionally only have a little bit of “peripheral” content or furniture - a publisher’s imprint, some contact phone numbers and the like. On the web, though, this type of content simply multiplies, and you can end up with a host of help text, FAQs, privacy policies, community standards and the like.

Traditional publishers need to get more of a “web governance” mindset with this content. We do make notes within our CMS about page owners, but this isn’t enforced, and generally the Guardian’s web CMS has a very laid-back approach to permissions and workflow management. We’ve hired bright people, and we trust them to do their jobs, without worrying about writing tens of thousands of pounds worth of software to prevent them doing dumb things.

Tags are magic!

Metadata is really important to us, and I have been very lucky to come to a company where a lot of the hardcore IA has already be done, and done brilliantly. When we built our own CMS we started by locking the software architects and the editors in a room, and not allowing them out until they had agreed on a definition of exactly what a piece of content consisted of and agreed a common vocabulary. OK, maybe we didn’t actually lock them in a room, but using the Domain Driven Design process for the software solved a lot of potential problems for us.

See also: “Domain-Driven Design in an Evolving Architecture” - an article about the development of the Guardian CMS by Mat Wall and Nik Silver

One of these was the evolution of our tagging. Items of content are tagged with their:


•Content type (text, audio, video etc)

•Publication origin (i.e. Guardian, Observer or web)

•Contributor (i.e. author or photographer)

•Section (i.e the main area of the site which they belong to)

•Tone (i.e. a news article, a comment piece, a match report, a review, an obituary)

•Subject (we have around 9,000 topic keyword tags)

Tags determine where an article belongs on the site, and allow it to belong in multiple places. A review of the film “The Damned United” is also placed on the Leeds United page by simply tagging it “Leeds United”. Nobody from the film desk has to talk to the sport desk about the article to get it placed on the relevant page.

We can also combine tags in our URLs. This can be really useful. Combining articles tags with the subject “Books” and the tone “Review” gives us an automatic set of pages listing every book review. Combining the country tag “Japan” with “Natural disasters” gives us a page to gather all the stories about a tsunami, until we decide it is such a big news story that “Japan disaster” deserves a keyword alone.

And we can combine “bullfighting + vuvuzelas” and “chess + boxing” for comedy effect - you can follow @guardian_tags for topical examples as they crop up.

Tags mean we can segment a contributor’s profile by the topics they write about, and we have a tag manager to arbitrate disputes and make sure that our tagging structure makes sense, using tools like a “batch editor” advanced tag search interface, and a daily report of the tags that have been created.

There are a lot more things that we do with our tags. See “Tags are magic!” - a series of blog posts on the Guardian Developer blog by Peter Martin and Martin Belam

If tags are magic, then an API is wizardry

The Guardian made a significant investment in building a content API, but is one that is allowing us to reap rewards from the decision. If you are not familiar with the concept of an Application Programming Interface, then think of it like a giant advance search onto the Guardian’s content - but for machines. By constructing complex queries, apps can retrieve exactly the set of content they require.

There is a human interface too - not the most beautiful it must be said - where you can trial queries and see the resulting output in XML or JSON. With an API key, you can make automated queries to the service. A free tier allows you to freely reuse Guardian content whilst also carrying some of our advertising, and more advanced tiers allow more frequent access on more of a syndication-style basis.

Our content management systems converge on storing our material in a giant Oracle database. We take very frequent copies of that and use that to power the API, which is built on the Solr platform and runs in the cloud. Client libraries for languages like Python, Java and even Perl make it easy for developers to access the content and build apps.

In fact, we use it ourselves to build our own apps. Our iPhone app and m.guardian.co.uk mobile optimised site are powered from the API, as are our forthcoming Android and Windows Phone apps.

Other people use it too, and we are able to fold those applications back into our site - like the Recipe Search which was written by an external developer. It appears on our site, but carries the “What could I cook?” logo too. It is a relationship that works well for both parties.

And the website even begins to eat itself - we have components on the site that are powered by our API to give us related content links, and to match Guardian reviews with the right books and music artists on our arts pages.

Where the API really simplifies things from a content structure point of view is that at any moment, when someone is proposing changes to the structure or content of the website, you have to ask the question “How would that manifest itself in the API”. The API forces us to work hard to continue to keep our content model correct, and to separate content from presentation.

See also: “From Publisher to Platform: 14 ways to get benefits from social media” by Mike Bracken on the Guardian Developer blog

Six tips for emerging “Content Strategy”

I’ve found the talks at the “Content Strategy Forum” to be really invigourating, and Karen McGrane’s in particular has inspired me to rip up some of my forthcoming plans in order to concentrate more on content management. Her talk also caused me to ditch a load of slides from this talk to focus on our tags and API instead.

But what I wanted to do most of all was to try and pass on some tips to new and emerging content strategists from having quite a few years in the field of working in digital media companies. There are six in all...

1. Don’t be patronising

OK, so it might be slightly patronising to say that it itself, but I think it is key to successfully approaching a more traditional publisher. I know from experience as an IA that taking an attitude of “You are doing it all wrong, and to solve your problems you need the ninja powers of a digital discipline you’ve never heard of” is not a way to win friends and influence people. Remember that everybody and every organisation has to start somewhere, and that the pace of digital disruption has been uneven. The chances are that a lot of your content strategy skills come from observations of people doing things badly, not because your knowledge of the field came fully formed. Give other people the chance to learn and improve.

2. Build a portfolio of problems

Talking of gaining experience from where others have gone wrong, you should be building a portfolio of problems that you see people experiencing with their digital content. When you are selling the value of content strategy to a traditional business, don’t show them whatthey are doing wrong, show them what other companies in their vertical are doing wrong with their content. Use that to sell your services not just as a corrective or remedial measure to some analogue content practices, but as a way of gaining competitive advantage.

3. Steer clear of the articles (to start with)

One of the problems with the discipline name of “content strategy” is that if you tell people they need more of it, without a knowledge of the field it sounds like you are saying “Hey! Your content sucks, and you don’t even look after it properly”.

Now, this may well be what you are saying on the inside, but on the outside you need more of a winning approach.

Don’t start by attacking the copy on the company’s landing page - start with demonstrating how you could improve the peripheral content. Target error messages, modal dialogues, sign in and registration pages. Tackle the copy the client doesn’t care about, to earn trust and respect before you start messing with the messages that people are going to be closely attached to. Most authors hate being edited by an editor, let alone by someone whose job title they may never have heard before...

4. Never, ever, ever, ever use “hipster ipsum”

In fact, never use dummy content at all.

The easiest way to distinguish yourself and your craft from the hordes of UX and design people who “also do content strategy” will be to relentlessly focus on copy and content and governance. Leave the fancy-schmancy tools to generate “ironic” and “edgy” greeking to them.

5. Don’t forget your IA

On the first day of the conference I heard a lot about navigation and labels and tasks. I’ve been hearing a lot about that at every conference I’ve ever attended. Don’t lose sight of the fact that there is a lot of prior art out there. Sure, it can be improved, and viewed with a more content-focused eye, but you don’t need to erect your own scaffolding. The content strategy discipline has a unique opportunity to discover new talent and new thought leaders, but trust me, nobody comes out the other side of reading “the polar bear” book knowing less about how to make great web content experiences.

6. Build APIs

Well, maybe not actually do the building - that can be quite hard - but at least champion APIs. Having an API forces a business to think long and hard about the representation of content in a structured way. Get the content model right for an API once, and you can really live the dream of separating content from presentation and “create once, publish everywhere”.

The future

I usually finish my talks with a starry-eyed technophile ode to the future. Some people argue that the future turned out to be rubbish because we didn’t get jet-packs and hovercars.

Nonsense.

The future turned out brilliant.

I can sit in bed watching the telly on a touchscreen computer, with the pictures being beamed up from a small box in the corner of the room downstairs connected to the phone line. Who wouldn’t have been impressed with that in 90s? Let alone when I grew up in the*cough* 1860s or whenever it was...

And it is difficult to predict what the future of devices will be. Five years ago the iPad still seemed like something from a science-fiction future. In five years time I assume devices will be smaller, more powerful, more connected, and doing things that I cannot imagine. That makes it incredibly exciting to work with digital technology.

But the driving force for the consumption on those devices will still be content. People love stories, videos, audio, gossip, news, talking to each other and playing. All of those things rely on presenting them with content in an optimum way. I think the content strategy discipline that is emerging as a field in its own right can look forward to being at the forefront of creating great content experiences, and solving content problems. With that work, the future will carry on being brilliant.

Thanks, acknowledgements, disclaimer, the usuals

I should first point out that this is my personal blog. The views expressed are my own, and do not reflect the views of Guardian News and Media Limited, or any current or former employers or clients. You can read my blogging principles.

Whenever I write about the Guardian’s CMS, API or tagging model, I am truly standing on the shoulders of giants and being the public face of a lot of hard work by some very talented people - too numerous to name them all but I would single out Mat Wall, Swells, Tackers, MOB, MBS, Matt McAlister, Peter Martin and Chris Moran.

Finally, a big thank you to the organisers of the Content Strategy Forum, Jonathan Kahn, Randall Snare and Destry Wion for inviting me to speak.



“CMS - the software UX forgot” - Karen McGrane at Content Strategy Forum 2011
 
I always find Karen McGrane inspiring, and have been using a tweet she once made as the opening slide to explain what my job is for ages. Today at the Content Strategy Forum I think she has helped refocus some of my priorities for the next few months - and certainly made my talk tomorrow more relevant, as it discusses the way the Guardian has used an API to solve some of the problems Karen explored.

In describing “the CMS” as the enterprise software that UX forget, she made a passionate plea for treating content creators with the same respect that businesses show to their end users when designing.

She often hears people ask for a redesign because they are playing whack-a-mole, as lots of bits of the business are popping up new websites left, right and centre. The root cause is often because “we hate our CMS”, and it isn’t up to the job.

“You know when people are in pain they describe themselves as having broken glass inside? Our problem is fragmentation” she said. She identified fragmented organisational structures and fragmented content management systems as part of a problem that will keep content strategists in work for years to come.

Karen wondered how many companies had analytics tracking within their CMS. If you were an eCommerce operation, you would be rigorously trying to remove the obstacles to conversion on the front-end of your website, because that makes you money. So if you you are a content creation business, why wouldn’t you apply the same methodology to your workflow, and eliminate the points of pain that introduce inefficiency in your business? Usability isn’t about fonts, she said, it is about workflow, and she believes that better tools directly lead to the creation of better content.

We’ve done a poor job, she said, of convincing people of the real benefits of structured content over bespoke digital layout. She compared Condé Nast, who have tripled their workload by needing one print and two bespoke iPad layouts of every article, to NPR who have built an API that makes “Create once, publish everywhere” a reality. A graph she showed of the sales of Glamour suggested that investment in bespoke layouts was sometimes selling less than 3,000 copies of an app - a shockingly poor return on investment.

Right now, Karen felt, we are still rewarding antiquated business practices and “the way we have always done things”, and hoping that great content and a brilliant UX will miraculously “pop-out” of the other end.

Karen went on to say that for years we’ve been telling designers that the web is not print, that they need to be flexible in their designs, and to relinquish pixel-perfect control. As a result we got web standards, and these allow us to make designs that can be reproduced adaptively across a range of resolutions and devices.

However, Karen McGrane believes that content producers are effectively forcing the designers and the developers to “pick up our slack”. We’ve refused again and again the opportunity to produce more structured re-usable content divorced from presentation, as we have insisted on WYSIWYG editors, and we still let people get away with “writing documents” that will “live on web”, rather than making the change to using a CMS thathelps the user make content that can be re-used.

She quoted Ethan Resnick saying that “Metadata is the new art direction”, and argued that the myth that “mobile is different” can be the “wedge” that finally allows us to succeed in convincing businesses to build digital content production systems that were fit for purpose. “Is this just refried information architecture?” she asked the audience. “Yes” she answered her own question, but Karen doesn’t care that this isn’t “new”, just that it is a chance to finally solve the problem.

And of course, being Karen McGrane, her talk was littered with brilliant anecdotes, from the confessional admission of pitching front-end design changes that hadn’t been backed up with checking that the CMS or editorial workflow could support them, to telling us about the business which had someone who had got the Soviets and Afghanistan forces around a table to talk, but couldn’t get IT and editorial to agree on the scope of a CMS. She also suggested that if anybody asked her about implementing an API, her reply would probably be “I like cake?”.

I’m always heartened to hear people talking about the value of investing in the user experience of the tools that people use for their jobs. One of the biggest learning points for me when I was at Sony in Austria was that without aligning your software to the real needs of the content production folk in your business, you will never make a brilliant product on the front-end.

Now, back to improving that content management system at the Guardian...

 



Gerry McGovern - “Manage the tasks, not the content”


Gerry McGovern used humour to good effect during the opening keynote to make some vital points about the way that navigation and labels fail to help users with tasks.

“Do you have a quick links sections on your website?” he asked. A few tentative hands went up. “So what are the other ones on the page then? Medium-paced links?”

One of his main arguments was that we are measuring the wrong things, and holding people responsible for the wrong things. He gave an example of the NHS Choices site.

The majority of people use health sites to check a symptom on behalf of themselves or their child. He showed how two successive iterations of search functionality on the site directed people with queries about a mild stomach pain to articles about stomach cancer. The auto-complete even raises the spectre of cancer as soon as you type in “stom”. As Gerry put it, how would you like going to a doctor, who as soon as you said “I have pains in my stom” interrupted you with “It might be cancer and you might die”.

He argues that there are lots of people in the NHS responsible for the blogs, and responsible for the search engine technology, and responsible for usability testing, butnobody is actually responsible for the task of “helping users find out about their symptoms”

Gerry said that everything he has learned about the web is that people want to do stuff when they come to your website. The essence of content on the web is not sentences he argued, it is links, and great websites bring the essence of what they are about up to the top, and then make it instantly doable.

Gerry made a plea for less content: “This is the age of overload, we are producing far too much irrelevant content.” Most websites, he said, need to get rid of 90% of their content, citing a telco who had reduced their a website from 4,000 pages to 500, and seen a corresponding 100% increase in conversion. “Content people are too in love with their words”, he said. “We need to strip away, strip away, strip away, and focus on what is the task”.


Melissa Rach - “Content strategy methodology: a DIY project”


Melissa Rach said that she had been involved in three “emerging industries” and content strategy was the third (after very early involvement in the web with Gopher, and being an IA). She saw the content strategy discipline being at a crucial moment as it tries to form “The methodology” to rule them all.

Rach explain a bit about how Brain Traffic do their content strategy work. The core of it was:

Get set: Create clarity and get the environment for change ready.

Bet: What are the options we are going to try out?

Vet: take the big ideas and drill them down into the details - wireframes, taxonomy, copy. Do the options we are betting on work?

Sweat: The long process of creating and polishing the content that will be the outcome.

Melissa urged people not to treat methodology as sacred, but instead to see it as a way that a smart person has already discovered to do something more easily.



Margot Bloomstein - “First things first: message matters”


Margot Bloomstein focused her talk on how to define a message architecture. It needs to made of concrete shared terminology. Often you'll hear people say “we want to look traditional, but edgy”. Words like that are meaningless if we don’t give them context.

Margot suggests sometimes card-sorting can help to define: who we are, who we’re not, and who we’d like to be. She starts with a stack of 150 adjectives, and asks people to explain what they mean as they put down the terms. This helps her grasp corporate culture and later informs the copy-writing exercise.

Prioritisation of these messages then helps you save time and money, because creative briefs and copy can usually be done more “on message”. It can also be used during the content audit stage - allowing you to judge existing content against the aspirational message, and identify content gaps.

The message architecture is a powerful tool because it can be a little thing with big impact. She gives the example of the launch of the Mini in the US - the “buckets” included that the car featured premium technology, but was also was a bit “cheeky” and “punny”. That went on to inform nearly everything about the campaign, from the angles the car was shot at, to the legalese in the footer of emails being injected with a bit of hipsterism.

My favourite quote?

“If you clutter up the page with more words, they just fight with each other for attention”

So true, and so often ignored by businesses that would never do the same with their print marketing or print products.



Lisa Welchman - “On All the Different ‘Web Governances’ in the Universe”


Why is it so hard to manage content was Lisa Welchman’s opening question. One reason, she said, was that all of the things in our multi-channel world, like email, fax, phone, web and mobile, are at a different stage in their cycle of adoption and product maturity. Which means the people running them are also at different stages of their career.

Another problem is that not everybody sees their thing as “content”. A records manager, for example, sees everything as records, whilst someone else sees a knowledge asset, or a techie person might say it is all just data.

“We all know that web servers are something you put content on. You never take it off” she said, and you could sense the whole audience agree.

Her solution for businesses is to avoid the pitfalls of a hierarchy structure, but instead set up a solid base for web governance.

Welchman said “We are all beholden to the people governing the Internet and the World Wide Web for us having a living”, and, she argues, if you have proper digital governance, it is like having your own internal W3C. It helps you avoid the arguments and judgements based on taste, when you can refer to a set of standards that have been agreed by the relevant experts in each area.

If governance is confused above you, she warned, it is hard to make standards, especially if you have no authority to enforce them. Lisa is launching the Web Governance Journal this autumn, which should help people with these processes.

As an aside, Lisa said one of the most frustrating things was going into a business to find that everything is going to hell in a hand-basket, there are 17 backdoor CMSs, nobody has control of access to the production servers, but apparently the most pressing issue is that the CEO wants his picture on the homepage. Personally, I’ve always found “the homepage” to be a useful distraction which keeps key stakeholders obsessed and allows you to get on with evidence based decision-making in the areas of the site that the users actually visit more... ;-)

Lisa Welchman finished with an important point: “Don’t be a barrier”. Web and digital people can sometimes be possessive control freaks, she said, claiming “We invented this thing”. If you are trying to change an organisation, she cautioned, remember that you are also in it, not some kind of overlord.





Eric Reiss - “Content strategists: the men and women of a new renaissance”


“I out-rank you all because I sent my first email in 1981” - Eric Reiss at the Content Strategy Forum 2011

I’m a big fan of Eric Reiss, and I did a panel session with him at the IA Summit in Denver this year about building UX communities. Today Eric promised to bring the “shock” into a programme that promised to “shock and amaze”.

Eric explained to the content strategy crowd that “I come from another discipline and I can see how we’ve repeatedly shot ourselves in the foot”. His main argument was that the problems content strategy was trying to address were age-old, and some of the solutions were age-old too. He showed an example inspired by Jared Spool, of the web store that sells more hiking boots because their pictures include a glimpse of the sole, which is how you would make the decision in the real world. He also put up on screen a flyer from a shoe shop in the 1900s using exactly the same winning formula.

Eric wondered that even as we agree that there is a discipline called “content strategy”, is there really a person who is a “content strategist”? He argued that you can’t do a decent job of content strategy without a high-level understanding of IA, and vice-versa. He identified some key mistakes the IA community had made, and so advised “content strategists”:

•Accept that there other disciplines that also do what you do

•Use energy doing work not defending turf

•If you are the smartest person in the room - don’t let the others know

He finished by saying that content strategy is not new, so don’t waste time over-thinking it and defining it, just get out there and do it and change the world. And he said that as someone who had pointed out that he had been using “content strategist” on his business card three times longer than the Wikipedia page for the discipline had existed.



Erin Kissane - “Making sense of the (new) new content landscape”


Erin Kissane started by saying that whether it was IBM putting up thousand page manuals, or you putting up pictures of the baby on Facebook, “publishing is one of the central acts of our age”.

She pointed out that even though we have been working with clients for nearly twenty years telling them that “web != print”, we are still only a little way into the digital publishing revolution. It took 200 years, she said, for the full ramification of the printing press to be felt in society and economics, and we are, at the most, 50 years into the computerised publishing revolution.

The problem is that, quite naturally, faced with a huge level of change like that, people behave reactively and tactically. Erin said you can often go into a new client and “see the wreckage piled up behind them as they jumped from one new thing to another”. Organisations don’t do this because they are stupid, she said, they do it because they are made of people.

“We are in an odd period right now”, Erin said, “as even the people we might expect to be able to predict the future can’t”. She cited Eric Schmidt predicting that mobile would overtake desktop in 2013, only to have to say a few weeks later that actually, this had already happened by the end of Q4 2010. Or analyists saying Apple could expect to shift 3.3m iPads, when they sold 14.8m.

Erin then went through some of the problems that content producers were making for themselves as they try to produce content in these new formats. Using the example of the Wired iPad app, she said that with the real object you can do lots of things with it, “including rolling it up and hitting the cat”, but the iPad edition didn’t even allow you to copy text, as it was basically a collection of large images.

(I must say, I think one thing with the Wired app is that they were quick to market, and obviously, that speed must have caused them to descope features they knew they would have ideally wanted)

Erin Kissane then went on to explore the idea of interconnectedness - which is, I think, one of the most important new “things” that digital publishing gives us. “Interconnectedness is not”, she stressed, “thirty little sharing icons at the foot of an article”. Instead she identified things liked shared higlighting and marginalia in Kindle books, and the introduction of some lending capability as an example of “incremental interconnectedness”.

She also made a point about the danger of sacrificing that “interconnectedness”. She cited the Times of London’s huge traffic drop (she quoted 97% of users but did not source the figure) by dropping “an impenetrable pay dome over all their content”, or pointing out that the content in branded native iOS apps is unsearchable. She compared that with the “pay fence” of the New York Times, suggesting it allowed you still to “use the web” via search or links, but added some revenue.

Her final point was about frameworks. She said that we tend to be looking around for frameworks, and praising the frameworks, but in the end, it isn’t the framework itself that matters. It is the moment when you step into a cathedral and are in awe that all of the little bricks and architectural tactics have created such an amazing building. With the right frameworks and building blocks for content, Erin sees a future where we can finally do justice to the potential for publishing that 21st century technology enables.

You’ll probably also be interested in the fact that Erin is involved in launching “Contents” magazine.



Lisa Moore - “Agile and content strategy”


Lisa Moore’s talk focused on working alongside LBi as a Content Strategist on an Agile project for Virgin Atlantic Airlines.

The first phase was the baggage section, a cluttered page with a lot of information. One key area was the “Frequently Asked Questions”. As part of the project she wanted to explore how to bring some of that content out so that it had more value for both the client and customers.

In collaboration with the IA team, they took a modular approach and produced “glorified sketches” to demonstrate the ideas. These even - shock! horror! she confessed - sometimes contained “lorem ipsum”.

The finished product has a new FAQ call-out section, which includes a direct search, and shows three of the most popular questions relevant to that page.

Lisa explained that the Agile methodology encouraged iterative growth - and that “the epic task” of producing a content strategy for a site that size can be “broken down into discrete pieces”. It is the approach we followed during the CMS rebuild at the Guardian - where a tiny “See more on this story” component was the first fruit, verifying that the approach being taken was correct.

Lisa says she “put her deliverables on a diet”. Most content strategy people have produced some “hefty tomes” in their time, she said, but with Agile the “develop early, test often” mantra means documentation is kept to a minimum.

Lisa said that the rapid iterative turnaround helped her generate ideas and recommendations more rapidly, and if they were not implemented in the next sprint, they would be done the one after. The scrum meetings also helped keep content “front of mind” - everybody was reminded every day that content had a voice in those project discussions.

Given that the relationship between Agile development and UX practitioners can sometimes be a fractious one, it was good to hear someone talking positively about how it had impacted on a project. I have no doubt that Agile is the best way for software developers to write software, but I always find that the disruption to the rest of the business can be intense if the business does not really understand or “buy in” to it.

Lisa added that it was important to work one or two sprints ahead of the developers - and personally I am always in favour of there being a lengthy Sprint 0 or even Sprint -1 when the UX team can do some up-front product discovery and user research.

Lisa Moore suggested that anyone joining an Agile project in a content strategy role would benefit from some Agile training. At the Guardian we have been working with Kelly Waters, and his “All about Agile” site has a lot of resources to help you understand and get the most out of Agile development.



Catherine Toole - “Seven micro content strategy projects with high return on investment”


I say masterclass, but Catherine Toole of Sticky Content actually made it into a fairy tale - teaching us what “The princess and the pea” could tell us about content strategy. Her argument was that if content strategists could find the peas that were causing the pain, then they could win on the handsome prince and the approval of the procurement process. Or something like that. Trust me, it worked a lot better with Catherine’s exquisitely timed delivery and illustrations.

She identified several “avoidance” tactics that people use to defer committing to improving their content strategy, including:

•We’ve got one already thanks (when they haven’t)

•We’ve got no budget for consultancy (although they can squander it on a poorly optimised site)

•We’re scared (of change or of looking foolish)

•We can’t get anything signed off without a business case for immediate ROI (there is a recession on you know)

She also revealed that she gets a lot of approaches for “writing a content strategy” when what the client actually wants is a PowerPoint, something they can circulate, something they can show to the board. What they certainly don’t want to do is go through the slog of actually implementing one.

Catherine went on to identify seven different ways that small changes to copy on a website could have dramatic effects in lifting conversion rates and making money. This, she said, is the kind of thing that is important for making sure that the fairy tale has a happy ending, because “before we are content strategists, we are all content strategy sales people”

Her talk was then packed full of examples, including using phrases like “Get started now!” instead of “Sign up”, or helping the user picture the outcome by using more evocative words like “enjoy” in promotional copy.

What I especially liked about her talk was that this wasn’t some vague notion of content strategy making your site better by organising the mess of your FAQs into a neater pile of better written messy FAQs. This was about meticulous attention to detail, multi-variant testing, and above all making evidence-based decisions. Nothing makes me happier.

She recommended people visit “Which test won?”, a place where you can pit your professional wits against the real actions of users in A/B tests.



Elizabeth McGuane - “Content is UX is design: crossing disciplines for fun and profit”


Elizabeth McGuane was talking about her work with topic maps. She explained that she had never been on anything other than a multi-disciplinary team, because she was always the only “content person” on a project. She felt that the free, open, honest exchange of knowledge, skills and information was the only way to get work done anyway.

The particular project she was talking about involved something like 6,000 pages of content, a brand identity change, and the upgrade of the CMS from one that was years and years behind the curve, to one that was just years behind the curve.

The content audit told them that there was duplication all over the place, because, typical of many enterprise CMSs, the content management system didn’t actually manage content, it just published it. If the editors needed some help text to appear in a couple of places, they had to basically copy‘n’paste it and attach a new instance of the text to a new location.

So Elizabeth and the team set out to “design against duplication” and put all of the content into “adorable squishy little modules”.

The only problem with that approach?

“Adorable squishy little modules” are dreadfully difficult to explain to copy-writers, developers, and the people who approve content.

They felt they needed to develop a system to govern content re-use, and, via a detour into the difficult world of finding unique identifiers for movies, decided that the answer was “disambiguation”. As she put it:

“We all need to be talking about the same thing, and to be sure we're talking abut the same thing”

Elizabeth went on to point out that Wikipedia has a disambiguation page about disambiguation, and for a moment I was concerned that the internet was going to vanish in a puff of recursive smoke.

They opted for making a topic map. This took all of the unique concepts on the project, mapped them against who was working on them, and then mapped the business case for each bit of content against that piece of content. Clients, she said, love their promo boxes on the homepage, but showing them the business case for every element on the page and explaining how it is all focused on selling the product and the brand is a powerful tool, she said.

Using the topic map wasn’t all plain sailing, however. “As much as I love developers” she said at one point, it turns out that most topic map software is written by software developers for use by software developers, so are patchy when it comes to documentation and usability. One of the tools they used, for example, actually has a line in the documentation about the mouse being the biggest barrier to rapid data entry. Which is, of course, fine if you live by the command line and die by the command line, but not so good for those mere mortals amongst us accustomed to more of a point-and-click GUI world

Elizabeth wrapped up by saying that all documentation is about communication, and should only exist for a reason. And you should accept that people probably won’t read it. The ideal document codifies information so that it makes sense in any context. Sadly, she reminded us: “No document in the history of forever has ever achieved this.”

For a final point Elizabeth invoked the lazyweb. She dreams of a piece of software that takes the database approach of a topic map, but also allows content creation to happen within it, to free content strategists from the tyranny of Microsoft Word - “If somebody could just go off and build that, that would be awesome.”
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